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Abstract: Aircraft trajectory generation is a high stakes problem with a wide scope of applications,
including collision risk estimation, capacity management and airspace design. Most generation
methods focus on optimizing a criterion under constraints to find an optimal path, or on predicting
aircraft trajectories. Nevertheless, little in the way of contribution has been made in the field of the
artificial generation of random sets of trajectories. This work proposes a new approach to model two-
dimensional flows in order to build realistic artificial flight paths. The method has the advantage of
being highly intuitive and explainable. Experiments were conducted on go-arounds at Zurich Airport,
and the quality of the generated trajectories was evaluated with respect their shape and statistical
distribution. The last part of the study explores strategies to extend the work to non-regularly shaped
trajectories.

Keywords: air traffic management; trajectory generation; multivariate estimation; statistical copulas;
dimension reduction

1. Introduction

Providing an efficient simulation of air traffic flows is highly desirable, as there are
many applications in air traffic management. Being able to randomly generate trajectories
may serve to challenge the maximum capacity of airspaces, drive Monte Carlo simulations
for collision risk estimation, or estimate levels of uncertainties within a route.

In general, trajectory generation methods can be divided into two main groups:
model-driven and data-driven methods [1]. Model-driven methods are based on flight
dynamic equations, which have the advantage of guaranteeing the physical properties
of a trajectory with respect to flight performances. Aircraft performance models such as
BADA [2] or OpenAP [3] are particularly relevant for this aspect. However, such (mostly)
deterministic methods struggle to take into account uncertainties introduced by various
sources such as air traffic controllers (ATC) manoeuvres, human factors or meteorological
conditions. Although sophisticated solutions exist [4–6], model-driven methods always
rely on assumptions that simplify reality.

Alternatively, data-driven methods leverage the statistical properties of observed
paths and excel at imitating them. The Generative Adversarial Network (GAN) from
Jarry et al. [7] is a case in point. However, these methods require a large amount of data,
are difficult to train, and may sometimes lack realism. Moreover, an inherent issue with
these models is the evaluation of the flyability of the generated trajectories, as there is
no guarantee they follow the laws of physics. While en-route flights mostly consist of
straight segments, terminal operation flows yield more complex shapes. Sudden changes
in heading and altitudes are frequent, and ATC often take actions to deviate aircraft from
the published procedures to respect separation rules and to optimize throughput. The
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resulting flows may contain high levels of variation, making data-driven methods more
suitable than performance-based ones for the generation problem.

This paper focuses on the realistic reproduction of trajectory patterns for terminal
manoeuvres, focusing on multivariate statistical distributions. Previous research already
proposed various models to capture the distribution of flight deviations around a reference.
Poppe and Buxbaum [8] target the analysis of climb profiles by identifying nominal routes
with clustering. Murça and de Oliveira [9] modeled the distribution of flows approaching
São Paulo airport with Gaussian mixtures models.

Dimensionality reduction is also an important challenge: Eckstein [10] considered
Principal Component Analysis (PCA) to project altitude and ground speed profiles into
a lower dimensional space. Jarry et al. [11] extended the process to continuous objects
with functional-PCA. This study aims at combining these ideas and their extensions to the
generation of 2D-paths for go-around trajectories at Zurich airport. Go-arounds on runway
14 are of particular interest, since the published procedure interacts with the standard
instrument departure (SID) procedures for runway 16. The proposed method will rely on
two steps:

• Dimensionality reduction. This step focuses on finding a suitable representation
space in which the analysis of the trajectories is simplified. In this paper, the emphasis
was placed on the explainability and the intuition by taking a subset of the most
relevant points of our initial route.

• Distribution fitting. One of the most obvious ways to model flight flow is to estimate
its statistical distribution. A multivariate joint distribution is fitted on the features
previously constructed.

In the following, Section 2 develops a way to better represent observed trajectories by
selecting the most relevant positions. Section 3 presents the different considered multivari-
ate distribution estimation models. Metrics to evaluate the goodness of fit of the estimated
distribution and the resemblance of the generated shapes with the reality are explained in
Section 4. Section 5 details experiments which were conducted on Automatic Dependent
Surveillance–Broadcast (ADS-B) data from the OpenSky Network [12]. Perspectives for
future work are discussed in Section 6.

2. Global Approach

When it comes to modelling flight trajectories, stochastic processes appear to be the
most appropriate tool: within a given flow, every flight is a realisation of the same random
function. Blom et al. [13] introduced randomness to flight mechanic equations to model
trajectories in this way. This assumption is justified because terminal operation manoeuvres
are most of the time driven by a standard procedure. Nevertheless, stochastic processes
are complex and their estimation is often based on strong a priori knowledge. Observed
trajectories are finite and discrete, and simplifications can be made using multivariate
distributions. Flights are not considered as realisations of a random function anymore,
but as realisations of a random vector. Methods to estimate multivariate distributions are
many, but given the specificity of trajectories, statistical copulas seem attractive: they allow
for the separation of the estimation of each marginal distribution and its dependencies.
However, the higher the dimension, the weaker the goodness of the fit. This section focuses
on finding an adapted discrete representation that reduces the dimension of the estimated
multivariate distribution, without losing information.

2.1. Removal of Outliers

Three years of observations of 646 go-around situations at the Zurich Airport between
January 2017 and December 2019 were collected. Among those, we selected only runway
14 go-arounds and removed the few trajectories which did not follow the standard missed
approach procedure. That includes the paths on the turns in the wrong direction, the early
procedures and the holding patterns. Eventually, we normalized the beginning and the
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ending of each trajectory to the end of runway 14, and 1.5 nautical miles after the final
approach fix, respectively.

The resulting flow, displayed in Figure 1, is comprised of 407 trajectories. Conse-
quently, we have a consistent representation of trajectories, with the same beginning and
ending points, and avoid dealing with patterns that are too atypical, which are to be
considered in future works.

Figure 1. Go-around flow before and after trajectory preprocessing.

2.2. Feature Selection

Even though a formal trajectory is a continuous curve, an observed trajectory is
discrete and can be defined as γ = {(xi, yi), i = 1, · · · n} where n is the number of ob-
servations and (xi, yi) their spatial positions. As a result, a trajectory is represented by
a vector of 2 · n random variables [x1, y1, x2, y2, · · · , xn, yn]. Nevertheless, each trajectory
has a different length and sampling naively (cutting each trajectory into n equal parts)
can be problematic: the i-th observation of one trajectory does not necessarily match the
same flight phase as the i-th observation of another. Moreover, when it comes to fitting
multivariate distributions, reducing the number of dimensions to the minimum is often
considered good practice. The method developed in this section consistently represents a
trajectory with n variables instead of 2 · n, without any loss of information, in a way that
every i-th coordinate correspond to the same flight phase.

First, we select a suitable reference trajectory that is resampled naively into the desired
number of n features: its choice is important as it should have a very regular shape, such
as a standard go-around trajectory. Then, we calculate the normal line to the selected curve
in every point and resample the other trajectories by taking their intersections with these
lines. Due to atypical shapes during the initial and final turns, the intersection may in some
cases not exist, or the candidate point may be too far from the previously selected one.
Shall it arise, we just pick the first position after the previously selected one.

As a result, every trajectory is exactly represented by only n points, and the positions
(xi, yi) of all the trajectories are on the same line, as shown in Figure 2 (left). The main
benefit is that the coordinate yi of a point can be directly deduced by its xi. Features are no
longer [x1, y1, x2, y2, · · · , xn, yn] ∈ R2×n but [z1, z2, · · · , zn] ∈ Rn where zi is the projection
of (xi, yi) on the i-th normal line. Due to the approximations in the algorithm, some points
may not be exactly aligned but are so close one can assume they are. Thus, the marginals
are the statistical distributions of the points along each line displayed in Figure 2 (right) and
the dependencies between them can be captured by a statistical copula. All together, they
form the joint distribution of the random vector [z1, z2, · · · , zn] representing a trajectory.
This projection method allows us to reduce the number of features by a factor of two
without any loss of information and provides a very intuitive and visual way to (partially)
address the large dimension.
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Figure 2. Sampling of Flight SWR30K trajectory based on a reference trajectory (Flight EJU76NB) with
resulting features distributions (left), marginal distributions and the same trajectory within the new
representation space (right).

3. Multivariate Density Estimation

Section 2 discussed a way to reduce the dimension of the problem by representing
trajectories with realisations of a random vector of size n. Generally speaking, estimating
the underlying multivariate distribution is no easy task, and existing methods often struggle
to quantify the dependencies as the dimension increases. This section details the most
common models to learn d-variate distribution of the random vector X from N independent
and identically distributed realisations. Depending on the application of the dimension
reduction method or not, d = n or d = 2 · n. In the following, notations using bold
mathematical quantities are vector quantities, while the others are scalar.

3.1. Multivariate Gaussian and Gaussian Mixtures

While many distribution families are available for the parametric estimation of unidi-
mensional laws, few can be directly extended to the multivariate case. Thus, the multivari-
ate normal distribution (MVN) is often the ground method and is parameterized by a mean
vector m = E[X] ∈ Rd and its covariance matrix Σ = Var(X) ∈ Rd×d. They are estimated
using maximum likelihood method applied on the available N-sample. It assumes that
every linear combination of the Gaussian vector is Gaussian, and more specifically, that
every components is Gaussian. According to Figure 2, that is not the case for the samples
of Section 2. Moreover, the increase in dimension may induce too complex dependencies
between the marginals to be modeled by the correlation matrix. To improve the estimation
and to capture more refined dependency patterns, a Gaussian mixture model (GMM) can
be considered. The density is defined by:

∀X ∈ Rd, g(X) =
k

∑
i=1

wi fi(X)

where ∑k
i=1 wi = 1 and fi is a multivariate normal density with mean mi and covariance

matrix Σi. These parameters are estimated from the N observed trajectories with the
expectation-maximization (EM) algorithm [14] to find the maximum likelihood, and the
number of components k is chosen so as to have the most accurate estimate, while avoiding
over-fitting using the Bayesian information criterion (BIC) minimization.
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3.2. Statistical Copulas

Statistical copulas allow to disentangle the estimation process into a number of simpler
tasks; estimating the individual behaviour of the features with the marginal distributions,
and the dependence between the marginals with the copula function.

Theorem 1 (Sklar). Sklar’s Theorem [15] states that every multivariate cumulative distribution
function F of a random vector X = (x1, x2, · · · , xd) can be expressed in terms of its d marginals Fi
and a function C : [0, 1]d −→ [0, 1] called copula:

F(x1, x2, · · · , xd) = C(F1(x1), F2(x2), · · · , Fd(xd))

when the marginals are continuous, C is unique. The converse of the theorem is also true.

Marginal distributions Fi are easy to estimate as they are 1-dimensional densities,
and a plethora of methods can be used: maximum likelihood, kernel density estimation
or empirical distribution are cases in points. As enough data are available, empirical
distribution is used to avoid errors of modelling.

The estimation of the statistical copula C is often more complex when the dimension
d increases. Most of the time, for a given family of copulas Fcop, one may estimate the
best parameter β with parametric methods, e.g. maximum likelihood. Nevertheless, even
though there are many families of bivariate copulas, only few of them are available for
higher dimensions. As a result, even if we have powerful tools for bivariate estimation,
they lose accuracy and flexibility when employed for higher dimensional ones.

As a consequence, models have been developed to take advantage of the knowledge of
two-dimensional copulas. The most known technique is the vine copula which was described
for the first time by Joe [16]. They decompose high-dimensional copulas into a product
of conditional bivariate ones using the Bayes Theorem, each being fitted independently.
Decomposing the high-dimensional model into a composition of smaller ones allows one
to increase the degrees of freedom, and thus to grasp more complex dependencies. The
decomposition patterns are not unique, and can be represented by a set of trees, where the
i-th tree is directly deduced by the (i− 1)-th. Therefore, the whole model is determined by
the first tree, and choosing the right one is an important task. Even though algorithm can
automatically select it, leveraging the prior knowledge of the data saves time and accuracy.
In the case of an aircraft trajectory, the i-th position depends on the (i − 1)-th, and the
corresponding vine copula model is called D-vine.

4. Metrics

To evaluate the generative process, several aspects have to be taken into account such
as the shape of the generated trajectory and the goodness of fit. The former aims to translate
mathematically the perception of a human being about realistic generations by focusing on
the roughness. The latter deals with the ability of the generation method to reproduce the
statistical distribution of the initial dataset.

4.1. Curvature Variation

Moreton [17] provides an extensive set of tools to analyse curves. It appears that an
aircraft trajectory is mostly composed of straight lines connected by turns, and embodies
well the characteristic of minimum curvature variation. The desired aircraft path should
not be wiggly, and to quantify that, the proposed measure counts the number of times the
curvature exceeds a threshold. Some examples are displayed in Figure 3.
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Figure 3. Comparison of curvatures between real and generated trajectories.

4.2. Goodness of Fit

The most straightforward way to ensure the generated trajectories are realistic is to
quantify how well the estimated statistical model fits a set of observed trajectories. In other
terms, those metrics evaluate the ability of the model to render the statistical characteristics
of the original dataset.

The two first metrics used are based on the Mahalanobis distance. Unlike the Eu-
clidean distance where every component is taken independently, the Mahalanobis dis-
tance gives less weight to the more dispersed ones. For our work, we will consider
the two following variants DM and DG. Let denote the N1-samples A of generated tra-
jectories A = {a1, a2, · · · , aN1} and the N2-samples B of real trajectories of the dataset
B = {b1, b2, · · · , bN2}. The mean and the covariance matrix of the samples B is assumed
to be equal respectively to µ and Σ. The mean distance DM of the generated trajectories to
the mean of the real dataset is defined as

DM =
1

N1

N1

∑
i=1

√
(ai − µ)TΣ−1(ai − µ)

The second quantity we will estimate is the mean distance DG of a generated trajectory to
every real trajectory, i.e

DG =
1

N1N2

N1

∑
i=1

N2

∑
j=1

√
(ai − bj)TΣ−1(ai − bj)

The distance DM quantifies the ability of the generation method to produce trajectories in
the denser part of the distribution, whereas the term DG renders the ability to generate
trajectories close to the existing ones.

Székely et al. [18] propose another metric based on expected values of the Euclidean
distances between random vectors. The aim is to determine if two sets of different length
of random vectors follow the same distribution. Let define ‖.‖ the Euclidean norm on Rd.
The e-distance e(A, B) between A and B is given by:

e(A,B) = N1N2

N1 + N2

(
2

N1N2

N1

∑
i=1

N2

∑
j=1
‖ai − bj‖ −

1
N2

1

N1

∑
i=1

N1

∑
j=1
‖ai − aj‖ −

1
N2

2

N2

∑
i=1

N2

∑
j=1
‖bi − bj‖

)

If the sets are identically distributed, the distance tends asymptotically to a positive
constant, whereas it tends to the infinity if they are not. As a result, a large e-distance
corresponds to different distributions, and provides a measure of the distance between
them. It will be used to measure the gap between the database, and the generated set of
trajectories.
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5. Experiment and Results

Let us note that depending on the application of the dimensionality reduction (DR),
the generated datasets have resp. d = 30 or d = 60 features. Nevertheless, comparing
distances made on objects of different dimensions is not relevant, and thus when the
dimension reduction has been used, the inverse transformation has been applied before
calculating the metrics. Therefore, they quantify the goodness of fit and the ability of the
DR method to maintain the statistical properties.

Table 1 summarizes the performance metrics for the different models. It contains the
mean number of turns, the Mahalanobis distance to the mean of the observed data DM, the
mean Mahalanobis distance to every trajectory from the real data DG, and the e-distance.
For each method, 100 sets of 1000 trajectories have been generated, and the mean for each
metric have been calculated. Figure 4 shows the corresponding barplot.

Table 1. Metrics for the generated flows of trajectories.

Generation Method
Number of Turns

Mahalanobis to Mean DM

Mean Mahalanobis DG

e-Distance e

GMM without DR 7.4 59.8 10.8 11564
GMM with DR 9.2 34.4 12.7 7404

MVN without DR 8.8 60.0 10.9 61178
MVN with DR 11.8 34.4 12.7 47332

Vines without DR 11.6 328.7 10.1 18743
Vines with DR 13.1 84.1 12.6 10302

0 50 100 150 200 250 300 350

Mahalanobis to mean

0 1 2 3 4 5 6 7 8 9 10 11 12 13

Mean Mahalanobis

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14

Number of turns

0 10,000 20,000 30,000 40,000 50,000 60,000

e-distance

GMM GMM with DR MVN MVN with DR Vine Copula Vine Copula with DR
Method

Figure 4. Goodness of fit comparison of the generation methods.

The DR method increases significantly the goodness of fit. It reduces the e-distance
and GM. The generated set is then statistically closer to the real flow, and the generated
trajectories are on average less atypical. Those results can be also seen on Figure 5: the flow
generated without DR (on the left) have trajectories that run too close to the airport with
an initial turn that is often too sharp. It also fails to recreate the region far away from the
airport. The two other flows (on the right) have more realistic shapes.

The mean number of turns calculated for the real trajectories dataset is 7.9, and both
GMM and MVN without DR give very close results. Covariance matrices from Gaussian
distributions are less complex than the dependency pattern of a vine copula, and may
actually filter the wiggles. However, the DR increases the number of turns and DG. This
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reflects the fact that this processing induces wiggles within the generated trajectories.
The method described in Section 2 actually contains few approximations to deal with
some uncommon cases, and selected points may sometimes not be on the exact same line,
whereas the reverse transformation supposes it. Then, the dependency learned within the
latent space may slightly be distorted by the reverse transformation.

Figure 5. The effect of dimensionality reduction for Vine copula and Gaussian mixture generation
models.

Because of its strong assumptions, the MVN gives the worst results in every way.
GMM and vine copulas appears to be close, but the former estimates better the overall
distribution, and provides less wiggly trajectories. GMM generates more realistic shapes
on average. The copula is certainly the most sensitive method to the large dimension, and
it also observes the greater improvement when using the DR. Their main drawback comes
from the estimation of the area around the center of the flow; i.e. the standard procedure
area. As seen on Figure 5, GMM provides a denser area for the same number of generated
trajectories.

6. Conclusions and Future Works

This research work aims at modelling aircraft flows with multivariate distributions.
A dimension reduction method has been developed to reduce the number of features by
a factor of two without any loss of information. All positions are distributed along the
normal line to a reference trajectory and represent the marginal distributions. Copulas,
estimated here by a D-vine model, appeared to be a suitable tool as they directly map
the set of the marginal distributions into the joint distribution. They were compared to
multivariate normal distribution and Gaussian mixtures models.

Reducing the number of dimensions is a core issue, and the method from Section 2
significantly improved the goodness of fit (see e-distance and Mahalanobis to mean metrics),
but also introduced wiggles into the generated trajectories materialized by the number
of turns and the mean Mahalanobis metrics. Moreover, limits of the approach were met
with trajectories with loops or significantly atypical behaviours. Future work will focus on
trajectory representations in lower dimension space, where information loss is acceptable,
and in which fitting a multivariate distribution is more straightforward. In addition to
generalising to more complex trajectories, this would also improve the estimation of the
distribution.

As this paper focused on the reproduction of two-dimensional lateral shapes of an
aircraft trajectory, future works will also generalise the approach to four-dimensional tra-
jectories: γ = {(ti, xi, yi, zi), i = 1, · · · n} where n is the number of observations, (xi, yi, zi)
their spatial positions and ti time, leading to a larger number of features d = 4 · n. This in-
crease in dimensions raises new issues about the dimension reduction method in Section 2,
about multivariate distribution models that are more likely to fail, and about the impact
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of aircraft types on 4-D trajectories. Hybrid methods merging data and model-driven
generation could be a way to address these limitations.

In this preliminary work, D-vine copulas were slightly outperformed by Gaussian
mixtures. Even though they are well suited to the approach, they seem to suffer from high
dimensions more than the other models. Vine models are by far the most used technique
to estimate a copula. However, their use is limited to a dozen variables in practice, and the
30 features considered here are certainly too much. Other copulas fitting models could be
considered, and to that extent, leveraging the flexibility of Deep Learning methods could
allow us to look into a more diversified function space to build more complex copulas.
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supervision, J.M and X.O.; project administration, B.F. and R.M.; funding acquisition, B.F. and R.M.
All authors have read and agreed to the published version of the manuscript.
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